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SUMMARY	
· Results-driven Full Stack Java Developer with 11 years of experience delivering scalable, enterprise-grade applications across diverse domains.
· Expertise in Java (8–17), Spring Boot, Spring MVC, Spring Security, Hibernate, and Microservices architecture.
· Skilled in front-end frameworks: Angular (2–17+), React.js, JavaScript, TypeScript, HTML5, CSS3, Bootstrap, and jQuery.
· Built RESTful and SOAP APIs, integrated third-party services (OAuth 2.0, SAML) and documented APIs using Swagger/OpenAPI.
· Proficient in Core Java concepts: OOP, Multithreading, Collections, Generics, Annotations, Exception Handling, and Reflection.
· Strong cloud experience with AWS (EC2, S3, Lambda, IAM, CloudFormation), Azure, Google Cloud, hands-on with Docker, Kubernetes, and OpenShift for container orchestration.
· Implemented CI/CD using Jenkins, Git, Maven, and Docker, improving build times by 80% and achieving 95% deployment success.
· Solid database expertise in Oracle, PostgreSQL, MySQL, SQL Server, and NoSQL systems like MongoDB and Cassandra.
· Designed real-time, high-throughput systems using Kafka, RabbitMQ, and WebSockets to support 1M+ concurrent transactions.
· Experience in performance tuning and monitoring via Splunk, Elastic Stack, and Grafana; secured systems using JWT, MFA, and LDAP.
· Achieved 90%+ test coverage using JUnit, Mockito, Cucumber, and SonarQube, reducing production defects by 40%.
· Strong Agile/Scrum practitioner with a consistent record of on-time sprint deliveries; collaborative in cross-functional teams using Jira and Confluence.

EDUCATION	
· Masters in information technology management, Webster University, Webster Groves, MO, May 2016 – Dec 2017. ￼   
· Bachelors in information technology from CMR Engineering College, Telangana, India, 2010– 2014.

TECHNICAL SKILLS
Programming Languages: Java 8/11/17/21, JavaScript, TypeScript, Python, C, C++ 
Java/J2EE Ecosystem: Core Java, Spring Boot, Spring MVC, Hibernate, JPA, JDBC, Servlets, JSP, JSTL 
Web & Frontend: ReactJS, Angular 8/18, Vue.js, Node.js, HTML5, CSS3, JavaScript (ES5/ES6), jQuery, AJAX 
Cloud & DevOps: AWS (EC2, S3, Lambda, RDS, IAM, CloudWatch), Azure (AKS, ACI, ACR), Docker, Kubernetes, Jenkins, Terraform 
Databases: SQL (Oracle, MySQL, PostgreSQL), NoSQL (MongoDB, Cassandra, DynamoDB) 
APIs & Messaging: RESTful APIs, SOAP, GraphQL, Apache Kafka, RabbitMQ, JMS 
Testing & QA: JUnit, Mockito, Selenium, Cucumber, TestNG, Postman, Swagger 
Tools & Methodologies: Git, Maven, Gradle, JIRA, Agile/Scrum, SonarQube, Log4j, ELK Stack 
IDEs: IntelliJ, Eclipe, VS Code, Spring Tool Suite

PROFESSIONAL EXPERIENCE
Client: Ally Financial, Texas			                                                                                                      Nov 2024 - Till date
Role: Java Full Stack Developer
Project: Regulatory Compliance Service
Project Description: The Regulatory Compliance Service at Ally Financials was built to centralize and automate adherence to evolving global regulations such as AML, PCI DSS, and GDPR across its payment ecosystem. The initiative aimed to streamline compliance checks, real-time transaction monitoring, and audit reporting through a cloud-native microservices architecture. Delivered using Java 17, Spring Boot, and GCP, the platform enables rapid policy updates, continuous deployment, and seamless scalability to meet new regulatory mandates with zero downtime.

Responsibilities:
· Engineered 12+ RESTful and GraphQL microservices in Java 17 and Spring Boot forming the core of a real-time compliance platform handling transaction monitoring, AML screening, and GDPR audit reporting, reducing manual compliance checks by 60%.
· Architected Spring Security with JWT-based authentication and GCP Cloud IAM role-based access controls across all microservice endpoints, ensuring full PCI DSS compliance.
· Optimized Spring Data JPA and Hibernate data persistence against Cloud SQL (Oracle 19c), tuning complex queries that improved throughput performance by 25% for the core compliance engine.
· Designed and published OpenAPI (Swagger) contracts for all services, accelerating parallel frontend/backend development and reducing integration bugs by 30%.
· Delivered high-volume Spring Batch jobs processing millions of daily transactions for settlement and compliance reporting, cutting batch processing time by 40%.
· Architected a fault-tolerant, event-driven pipeline using Apache Kafka processing 50,000+ transactions per minute, implementing dead-letter queue strategies and consumer error handling to guarantee zero data loss during peak transaction spikes.
· Integrated Elasticsearch for advanced anomaly detection and real-time search across transaction logs, enabling compliance officers to detect and respond to fraudulent activity 35% faster.
· Built a responsive Angular 18 / TypeScript compliance dashboard leveraging RxJS reactive streams, WebSockets for sub-second real-time alerts, and a reusable Angular Material component library, accelerating frontend delivery by 40%.
· Implemented RabbitMQ for guaranteed message delivery in critical audit report generation workflows, ensuring 100% data consistency for the highest-priority asynchronous processes.
· Containerized all microservices with Docker and orchestrated deployments on GKE with auto-scaling and auto-repair enabled, achieving 99.99% uptime and zero-downtime rolling releases.
· Authored Terraform infrastructure-as-code scripts provisioning all GCP resources (GKE clusters, Cloud SQL, Cloud Storage), achieving 100% infrastructure automation and eliminating manual provisioning errors.
· Built and maintained CI/CD pipelines in Google Cloud Build, reducing average deployment time from 60+ minutes to under 10 minutes through automated Docker builds, test execution, and GKE deployments.
· Configured Google Apigee for API gateway management including rate limiting, security enforcement, and traffic analytics across all public-facing microservices.
· Developed serverless Python Cloud Functions and GCP SDK automation scripts to handle ad-hoc reporting, data validation triggers, and Cloud Storage lifecycle management, reducing operational costs by 30%.
· Built PySpark ETL pipelines on Google Cloud Dataproc to cleanse, aggregate, and transform terabytes of raw transaction data from Cloud Storage into BigQuery, enabling large-scale regulatory reporting and supporting AML/fraud detection model development.
· Established comprehensive testing standards using JUnit 5, Mockito, and Testcontainers achieving 90%+ code coverage; integrated SonarQube into Cloud Build pipelines, improving code maintainability and security posture by 40%.
· Mentored 3 junior developers in Spring Boot, microservice architecture, and GCP-native development through structured code reviews, elevating overall team quality and fostering a culture of continuous improvement.
· Engineered Spring Cloud Gateway as the unified API entry point, implementing dynamic routing, request/response transformation, and API versioning strategies that eliminated client-breaking changes across three major platform iterations.
· Integrated Resilience4j circuit breakers, rate limiters, and retry policies across all inter-service communication paths, eliminating cascading failure scenarios and maintaining platform stability under degraded network conditions.
· Deployed Redis as a distributed caching layer for session management, idempotency key storage, and high-frequency compliance rule lookups, slashing average service response latency by 45% and reducing Cloud SQL read load by 60%.
· Managed database schema evolution with Flyway versioned migrations integrated into the CI/CD pipeline, ensuring zero-drift schema consistency across all environments and eliminating manual DDL coordination during releases.
· Configured Grafana dashboards aggregating metrics from Spring Boot Actuator and GCP Cloud Monitoring, providing real-time visibility into service health, JVM performance, and Kafka consumer lag for on-call engineers.
· Implemented distributed tracing across all microservices using GCP Cloud Trace and Zipkin instrumentation, reducing mean time to root-cause production incidents from hours to under 15 minutes.
· Introduced Istio service mesh for mTLS enforcement, fine-grained traffic policies, and canary deployment controls across the GKE cluster, strengthening zero-trust security posture without modifying application-layer code.
· Automated secrets rotation and injection using GCP Secret Manager integrated with Kubernetes Workload Identity, eliminating hardcoded credentials and achieving full compliance with financial-sector secret management standards.
· Established GCP Pub/Sub as a fully managed messaging backbone for cross-domain compliance event propagation, decoupling upstream transaction systems from downstream audit consumers and supporting independent scaling of each service boundary.
· Conducted load testing with JMeter simulating 100,000+ concurrent users against critical compliance endpoints, identified memory and thread-pool bottlenecks through profiling, and applied reactive programming patterns with Project Reactor/WebFlux that increased peak throughput by 35% without additional infrastructure spend.

Environment: Agile, Microservices, CI/CD, Infrastructure as Code (IaC), ETL, Java 17, Spring Boot, Spring Security, Spring Batch, Hibernate, PySpark, AI/ML, TypeScript, Angular18, RxJS, Angular Material, WebSocket's, Google Cloud (GKE, Apigee, Cloud Build, Cloud Storage, Cloud Monitoring, Cloud IAM, Dataproc, BigQuery), Docker, Kubernetes, Terraform, Maven, Oracle 19c, MongoDB, SQL, Apache Kafka, RESTful APIs, JWT, Karma, Jasmine, JIRA



Client: Bank of America, Dallas, TX				                                                        April 2022– Oct 2024     
Role: Java Full stack Developer      
Project: Digital Contracts and Data Orchestration Platform (DCDOP)                                                                                        
Project Description: Currently contributing to the modernization of Bank of America’s contract generation platform for retail and commercial banking. The goal is to transition legacy systems to a flexible, microservices-based architecture that can handle the generation, validation, and distribution of digital contracts like mortgages, personal loans, business agreements across multiple channels and business lines.

Responsibilities:
· Architected and delivered 10+ microservices using Java 17 and Spring Boot to automate the full digital contract lifecycle, cutting manual loan agreement processing by 60%.
· Engineered an event-driven architecture with Apache Kafka to decouple contract generation, validation, and e-signature services, enabling throughput of 1,000+ contract submissions per minute with zero data loss during peak spikes.
· Designed and implemented a dual-database persistence layer using Spring Data JPA/Hibernate with Oracle 12c for ACID-compliant transactional data and MongoDB for flexible contract templates, improving complex query performance by 40% while maintaining integrity across millions of daily financial transactions.
· Spearheaded legacy system modernization by orchestrating full data migration to Oracle and MongoDB using Spring Batch, and refactoring legacy code to Java 17 patterns (Records, Text Blocks), reducing boilerplate and accelerating developer onboarding.
· Secured all RESTful APIs with Spring Security, OAuth2, and JWT-based authentication, enforcing RBAC across all microservices in compliance with stringent banking security standards.
· Built a Node.js Backend-for-Frontend (BFF) layer to aggregate data from multiple microservices into a single optimized endpoint for the Angular 14 application, reducing client-side HTTP requests and improving initial page load by 20%.
· Developed a dynamic Angular 14/TypeScript front-end portal giving bankers a unified interface for contract creation and management, improving user workflow efficiency by 30% over the legacy system.
· Containerized all Java 17 services with Docker and orchestrated deployments on AWS EKS using Kubernetes, achieving 99.9% uptime and seamless 3x load scaling.
· Established CI/CD pipelines with Jenkins, Maven, and Docker targeting AWS EKS, slashing average deployment time from 4 hours to 15 minutes.
· Integrated AWS S3 for secure versioned storage of 5+ TB of financial documents and AWS Lambda for asynchronous tasks such as document conversion and archival, optimizing cost via a pay-per-use model.
· Configured AWS CloudWatch monitoring and alerting across all microservices, cutting incident response time by 50% and enabling proactive resolution of performance bottlenecks.
· Built a full-text Elasticsearch search feature over millions of archived contracts, reducing historical contract retrieval time from minutes to under two seconds.
· Maintained 85%+ code coverage across critical modules using JUnit, Mockito, and Cucumber BDD, and applied TDD to build a rules engine that enforced 100% compliance with contract validation policies.
· Authored Swagger/OpenAPI documentation for all service contracts and embedded SonarQube analysis into the Jenkins pipeline, reducing integration bugs by 25% and improving overall code maintainability by 30%.
· Implemented Redis distributed caching for frequently accessed contract templates and user session data, reducing average database read latency by 65% and offloading over 40% of repetitive Oracle queries during peak business hours.
· Centralized configuration management across all microservices using Spring Cloud Config Server backed by a Git repository, eliminating environment-specific deployment misconfigurations and enabling zero-downtime config updates without service restarts.
· Integrated AWS SQS as a reliable dead-letter queue mechanism for failed contract processing events, guaranteeing at-least-once delivery semantics and reducing unhandled message loss to zero across asynchronous workflows.
· Applied Resilience4j circuit breakers, retry policies, and bulkhead patterns to all inter-service calls, preventing cascading failures during downstream outages and maintaining platform availability above 99.9% even under partial infrastructure degradation.
· Exposed a GraphQL API layer for internal tooling and reporting consumers, allowing teams to fetch precisely shaped contract metadata in a single round trip and eliminating over-fetching that burdened existing REST endpoints.
· Enforced API rate limiting at the gateway level to protect downstream microservices from traffic surges, capping per-tenant request throughput at configurable thresholds and reducing service saturation incidents by 70%.
· Automated database schema versioning and rollback across Oracle and MongoDB using Flyway, ensuring repeatable, auditable migrations across all deployment stages and reducing schema-related release failures to zero.
· Led a team of 6 engineers through structured code reviews, architectural design sessions, and JMeter-based load testing campaigns validating system behavior under 3x projected peak load, while instrumenting distributed tracing via AWS X-Ray to reduce mean time to root cause for production incidents by 45%.
Environment: Java 17, SQL, JavaScript, TypeScript, Spring Boot, Spring Framework (MVC, Security, AOP), Microservices, RESTful APIs, Apache Kafka, Hibernate, JPA, OAuth2, Angular 14, Node.js, HTML5, CSS3, Oracle 12c, MongoDB, Elasticsearch, AWS (S3, Lambda, CloudWatch), Docker, Kubernetes, Jenkins (CI/CD), Maven, JUnit, Mockito, Cucumber (BDD), Selenium, Jasmine, Postman, SonarQube, Git, JIRA, Swagger, Agile, Scrum, TDD, IntelliJ, Linux, Apache Tomcat.


Client: Molina HealthCare - Long Beach, CA					                                Feb 2019 - April 2022
Role: Java Developer 
Project: Member Eligibility and Claims Inquiry Portal

Responsibilities:
· Architected and maintained scalable RESTful and SOAP web services using Spring Boot, JAX-RS, and JAX-WS to power real-time eligibility checks and claims status retrieval for thousands of daily member transactions.
· Engineered reusable backend components in Java 8 leveraging OOP principles, functional programming (lambdas/streams), and multi-threading to optimize claims processing throughput across concurrent batch workloads.
· Designed and implemented Spring Batch pipelines for high-volume nightly claims ingestion, reconciliation, and member data sync, incorporating audit logging, retry logic, and failover mechanisms to ensure zero-data-loss processing across millions of records.
· Modeled complex data persistence layers using Hibernate ORM and JPA across MySQL, Oracle, and Cassandra, applying caching and pagination strategies to reduce query latency on high-read eligibility and claims datasets.
· Enforced API security using Spring Security with role-based and provider-hierarchy-driven access control, ensuring PHI data exposure was restricted strictly to authorized users in compliance with HIPAA regulations.
· Integrated third-party payer systems via WSDL-defined SOAP contracts and structured message bindings, implementing robust fault handling and data validation to maintain HIPAA-compliant data exchange at the service boundary.
· Deployed and managed microservices in Docker containers orchestrated via Kubernetes on AWS ECS, improving deployment consistency and enabling horizontal scaling to meet fluctuating claims processing demand.
· Administered AWS S3 for secure storage and retrieval of health documents and member files, applying IAM policies and bucket-level access controls to enforce least-privilege data access.
· Built and maintained Jenkins CI/CD pipelines integrated with SonarQube static analysis, enforcing code quality gates and reducing defect escape rate across release cycles.
· Integrated RabbitMQ for asynchronous inter-service communication, decoupling claims status update workflows from synchronous request paths and improving overall system resilience under peak load.
· Collaborated with front-end engineers to deliver member-facing features using Angular 5, TypeScript, and AJAX, designing and exposing backend REST endpoints while resolving cross-layer integration issues; contributed to responsive UI components using HTML5, CSS3, and jQuery to ensure consistent member experience across devices.
· Contributed to UML-based system design sessions and authored service interface contracts, supporting technical alignment across cross-functional teams in an Agile/Scrum delivery model tracked via JIRA.
· Implemented HIPAA-compliant audit logging using Spring AOP and custom event interceptors to capture and persist PHI access events — including user identity, timestamp, and data scope — ensuring full traceability for compliance audits and regulatory reporting across all eligibility and claims endpoints.
· Optimized Spring Batch job throughput by introducing partitioned step execution and parallel processing via TaskExecutorPartitionHandler, reducing nightly claims ingestion run times by 40% while maintaining transactional integrity across partitioned data segments.
· Tuned critical MySQL and Oracle queries supporting high-read eligibility lookups by analyzing execution plans, introducing composite indexes on frequently filtered columns, and rewriting correlated subqueries as joins, reducing average query response time by 35% under peak load.
· Developed comprehensive integration and regression test suites using RestAssured to validate REST API contract adherence, response schema integrity, and end-to-end claims status workflows, integrating test execution into Jenkins pipelines to enforce quality gates prior to each deployment.
· Configured AWS CloudWatch dashboards and metric alarms for key claims processing services, establishing visibility into error rates, latency percentiles, and batch job completion status, enabling proactive incident detection and reducing mean time to resolution for production issues.
· Applied X12 EDI and HL7 v2 messaging conventions when modeling inbound and outbound claims data exchange interfaces, ensuring semantic alignment with payer-standard transaction formats and reducing data mapping defects at the integration boundary.

Environment: Java 8, J2EE, Core java, AWS (S3 buckets, IAM, ECS), Spring, Docker, Kubernetes, Hibernate, SOAP/Rest, Web Services, JavaScript, Angular 5, Typescript, UML, HTML5, CSS, Sonar, Jenkins, RESTful API, WSDL, JIRA, JAX-WS, JAX-RS, MYSQL, Oracle, Cassandra, WebSphere, Spring, Spring Boot, Spring Batch, AJAX, jQuery, JUnit, Gradle, RabbitMQ, Git, Agile.


Client: Pegasystems/ Ford, USA	                                                                                                                      July 2017 – Dec 2018
Role: Java Application Developer
Responsibilities:
· Engineered single-page application features using Angular 2, including routing, directives, modules, and reusable service components built with Object-Oriented JavaScript, HTML5, and CSS3.
· Developed full-stack web interfaces using HTML5, CSS3, JavaScript, jQuery, JSP, and Node.js, incorporating asynchronous AJAX patterns for dynamic user interactions.
· Built RESTful web services using JAX-RS and SOAP-based services analyzed via SOAP UI, implementing XML parsing for order confirmation workflows.
· Implemented Spring MVC controllers using dependency injection (IoC), multi-threading, and the DAO pattern to manage request/response lifecycles and backend data access via Hibernate ORM.
· Architected and standardized Spring Boot Microservice deployments to Pivotal Cloud Foundry (PCF), leveraging PCF config-server to manage environment-specific application properties.
· Developed application components including JSP, Servlets, and DAO layers following Agile practices, with version control managed through SVN.
· Integrated Selenium WebDriver automation scripts into Jenkins CI pipelines for nightly regression batch execution.
· Instrumented application-wide structured logging using Log4j with configurable appenders and log levels across Spring MVC layers, providing operations teams with consistent, queryable diagnostic output for production issue investigation.
· Optimized Oracle database interactions by profiling slow-running queries, refactoring business logic into stored procedures and indexed views, and tuning JDBC connection pool settings, reducing database round-trip latency for high-frequency order confirmation workflows.
· Integrated Couchbase as a distributed caching and session management layer, leveraging TTL-based document expiration and key-value lookups to offload repetitive database reads and improve response times for frequently accessed reference data.
· Established JUnit 4-unit testing practices across service and DAO layers, writing parameterized tests with Mockito-backed mocks to isolate business logic from infrastructure dependencies, and integrated test coverage reporting into the Jenkins CI pipeline to enforce baseline coverage across feature branches.

Environment: Core Java, SQL Design Patterns, Spring, OOPS/OOAD (UML), XML, Hibernate, Couchbase, Eclipse IDE, Tortoise SVN source control, BugZilla, Autosys, Aqua Studio, JIRA, GWT, Smart GWT, Ajax.

Client: PAREXEL International Corporation, California                                                                                  Jan 2015– May 2016
Role: Jr. Java Developer 

Responsibilities:
· Developed Spring MVC controllers and RESTful services to integrate with internal and external APIs, implementing MVC architecture across the full application stack.
· Built cross-browser HTML5, CSS, and JavaScript interfaces alongside Node.js/Express.js controllers to manage view data and maintain clean separation of concerns.
· Configured Hibernate as a Spring Bean with annotation-based object mapping and applied the DAO pattern to manage Oracle 9i database interactions via JPA.
· Migrated web services from a shared Java environment to Pivotal Cloud Foundry (PCF), monitoring and maintaining Spring Batch application logs via PCF Apps Manager.
· Implemented Java Message Service (JMS) for reliable, asynchronous exchange of critical application data between distributed components.
· Applied SAX and DOM XML parsers to process and exchange data across applications using SOAP/WSDL-based web services.
· Utilized Spring IOC and AOP for dependency injection and cross-cutting concerns, integrating the Spring and Struts frameworks with Hibernate for a layered application architecture.
· Configured Log4j with rolling file and console appenders throughout the Spring MVC application stack, establishing structured log output across service and DAO layers to support developer debugging and operational monitoring in WebLogic and JBoss deployment environments.
· Authored JUnit test cases for core service methods and data access components, applying mocking techniques to isolate Oracle database dependencies and validate business logic in isolation, contributing to a foundational test coverage baseline for critical clinical data workflows.
· Tuned Oracle 9i database performance by reviewing slow query logs, adding targeted indexes on high-frequency filter columns, and configuring JDBC connection pool parameters within WebLogic/JBoss to reduce connection acquisition overhead and improve throughput for data-intensive operations.

Environment: Java, Struts, Hibernate, EJB, WebLogic Server, HTML, CSS, JUnit, JSP, Servlets, JMS, Oracle 9i, Windows XP, MVC Pattern, SVN, Log4J, Node.js, PCF, SQL, Spring boot, JSP, JSTL, MongoDB, AJAX, Spring, RAD, SQL Server, Microservices, Oracle 10g, JBoss, Couch DB, JavaScript, HTML, CSS

	
	
	



	
	
	



